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Standard cloud elasticity can 
cope with slowly* varying loads 
 
 
But what about unexpected 
spikes? 
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Cloud 
Cost 

*Linux boot 
latency 
results in lost 
revenue 

*Cloud billing 
unfairly pads 
charges long 
after the 
spike is over. 
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Not to 
scale 
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*Faster booting nodes – see GCE 

*Sub hour billing 
*Google GCE (10 min) 

*MS Azure (1 min) 
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*Faster boots 
*Sub-hour billing 

 
*Also 

*Timely feedback metrics 
*User centric performance metrics 
*Load test (SOASTA) 
*Don’t be afraid to compute ROI 

* Lost revenue 
* Recovered revenue 

1/10/2014 Kwaai Oak @CES 2014 10 

http://www.kwaaioak.com/

	HyperElasticity™
	What is Elasticity?
	Varying Load
	Elastic Auto-scaling
	What is HyperElasticity?
	Spike Event
	Spike Event 
	Options
	Results
	Conclusion

